From Boot Key to Plaintext:
How Windows LSA Secrets Are
Deciphered from the Registry

Introduction and recall

Windows stores some of its secrets, service account passwords, machine account credentials,
cached domain logon hashes, inside the registry hive. These secrets are not stored in
plaintext: they are wrapped in multiple layers of encryption, each derived from the previous one,
forming a key chain that ultimately roots in a value scattered across the hive.

Recently, during a Red Team exercise, | needed to develop my own local SAM and LSA extractor
that wouldn’t be detected by the EDR. The SAM part was no problem at all; the MaldevAcademy
module dedicated to it works well. However, | found very little documentation on the LSA
decryption part. Loading the registry hives is one thing, but decrypting them to extract the
plaintext secrets is quite another.

So | set myself the challenge of re-implementing the entire decryption stack. And to save you from
having to dig through the Mimikatz and Secretsdump.py code yourself, here is a quick article
detailing the various steps involved.

Please note: when dumping the hives' secrets, the step that’s most sensitive from a detection
perspective is the hive extraction/loading from the registry, not the decryption part (that can be
performed locally, on your own machine). This article will explain how to decrypt them. As for

loading them, I'll leave it to you to find and develop your own super-mega-discreet technique :).

This article walks through the full extraction path, from the initial Boot Key recovery all the way
to the final plaintext LSA secrets and DCC2 cached domain credentials. Every step is

illustrated with the relevant code.

TL;DR, the key chain can be summarized as follows:



Step 1: Recovering the Boot Key

The Boot Key (also called the LSA System Key) is a 16-byte value that seeds every other key
derivation in the system. It is not stored as a single contiguous value. Instead, Windows splits it

across four registry keys under [ RN ERISUNTRIFETFL IR AMNEF] , hiding each 4-byte

fragment inside the class name of a subkey:

Subkey Purpose
Bytes 0-3 of the scrambled key
Bytes 4-7
Bytes 8-11
Bytes 12-15

The class name of a registry key is a rarely used attribute, most tools never display it, which
makes it an effective hiding place. We can retrieve each fragment by calling
with the parameter, and a on the registry key:



Each class name is an 8-character hexadecimal string representing 4 bytes. converts it to
a 32-bit integer, and flips the byte order from little-endian to big-endian so that
the hex digits map to bytes in the expected order.

The permutation

The 16 bytes obtained from the four class names are not the Boot Key yet. Windows applies a
fixed permutation to scramble them:

This permutation is identical in every version of Windows (NT 6.x+) and is well-documented in
public research. Its only purpose is obfuscation: it prevents a casual observer from reassembling
the key by simply concatenating the class names in subkey order.



After this step, holds the 16-byte Boot Key.

Step 2: Deriving the LSA
Encryption Key

The LSA encryption key is a 32-byte AES-256 key used to protect every individual LSA secret. It
is stored, in encrypted form, in the default value of:

PolEKList blob layout

The binary blob read from this key has the following structure:

Key derivation: SHA-256 iterated hashing

The decryption key is derived from the Boot Key using a custom KDF: the Boot Key is
concatenated with the 32-byte salt repeated 1000 times, and the result is hashed with SHA-256:

In code:



This produces a 32-byte value suitable for use as an AES-256 key. The 1000 iterations serve as a
weak form of key stretching, enough to slow down brute-force enumeration of Boot Keys | guess,
though the primary security boundary is the Boot Key itself.

AES-256-ECB decryption

With the derived key in hand, the ciphertext portion of the blob (starting at offset 60) is decrypted
using AES-256 in ECB mode:

The function imports the key as a into the CryptoAPI, sets ECB
mode, and calls [ESIaaTa :



Note the use of ECB mode: each 16-byte block is decrypted independently with no initialization
vector. This is the mode Windows chose for the PolEKList encryption.

Parsing the decrypted payload

The decrypted payload is not just a flat key, it is a nested structure of Windows internal types. The
code navigates through three layers:

The structures involved (stolen from Mimikatz's code, many thanks to the kiwi!) are:



In essence: the decrypted blob contains a envelope, inside which lies a
collection. The first key in that collection is the 32-byte LSA encryption key that will be used for
all subsequent operations.

Step 3: Decrypting LSA Secrets

LSA secrets are stored under BEINIIAISRANINSKIANTXge . Each secret is a subkey (e.qg.,
SN Yee , ORI , DINETARGEEAedel ) that contains two sub-subkeys:

* [N : the current value of the secret
* [IEI'FYY : the previous value (retained after a password change)

Each of these holds a binary blob as its default value. We enumerate all secrets:



Per-secret decryption

Each secret blob has the same 60-byte header structure as PolEKList: a salt at offset 28, and the
ciphertext starting at offset 60. The decryption process is identical, derive an AES-256 key using
the LSA key and the per-secret salt, then decrypt with AES-256-ECB:



Note how the same + pattern is reused, but this time the input key
is the LSA key (32 bytes) rather than the Boot Key (16 bytes). Each secret has its own unique 32-
byte salt, so each one produces a different derived AES-256 key, compromising one derived key
does not reveal the others (though knowing the LSA key allows deriving all of them).

The decrypted secret layout

After AES-256-ECB decryption, the plaintext has a simple structure:

contains the raw secret value. For a service account password (IES8), this is the UTF-
16 password string. For DISETIRGERNRWI , it is the auto-logon password. For EUNGHYIIYAY , it is the
machine account password.

Special case: Machine account NT hash

When the secret is i GINEAEd , then we go one step further and compute the NT hash (MD4) of
the raw password bytes, since that is what is needed for pass-the-hash or Silver Ticket attacks:



The function uses the legacy CryptoAP| with [SARDA :

The NT hash of the machine account is particularly valuable because it can be used to forge
Kerberos service tickets (Silver Tickets) or authenticate as the machine to domain services.

Step 4: Extracting DCC2 Cached
Domain Credentials

When a domain user logs onto a Windows workstation, their credentials are cached locally so they

can log in again even if the domain controller is unreachable. These cached credentials are stored
as Domain Cached Credentials v2 (DCC2) hashes in:

Decrypting them requires a specific key, [IRE@ , which is itself an LSA secret.

Step 4a: Obtaining the NL$KM key



The key is extracted just like any other LSA secret, through [ESTIENC :

The result is a 16-byte AES-128 key that will be used to decrypt each cached credential entry.

Step 4b: Reading the iteration count

Before decrypting individual entries, we read the PBKDF2 iteration count from

SECURITY\Cache\NL$IterationCount |8



This iteration count is not used for the decryption itself, it was used when the DCC2 hash was
originally computed. It is recorded in the output so that an offline cracking tool (such as Hashcat
mode 2100) knows how many PBKDF2 rounds to apply.

Step 4c: Decrypting each cached entry

We iterate over through INBEE . Each entry is a binary blob whose fixed-size header is an
structure (96 bytes):

Two fields in the header are cryptographically significant:

. (offset 0x40): the 16-byte initialization vector for AES-128-CBC decryption.
° (offset 0x50): a 16-byte challenge value. If this is all zeroes, the entry is empty and
is skipped.

The encrypted data follows immediately after the 96-byte header.



The filtering and decryption logic:

Unlike the PolEKList and per-secret decryptions (which use AES-256-ECB), the cached credential
entries use AES-128-CBC with a unique IV per entry. This is the only place in the entire LSA key
chain where CBC mode appears.

Step 4d: Parsing the decrypted cached
entry

After decryption, the plaintext has the following layout:



We extract the username and domain, lowercase the username (DCC2 hashes are computed witha
lowercased username), and format the output in hashcat-compatible format:

The resulting output format, ST R IAe ISP AT e SIEri , can be fed directly to Hashcat
(mode 2100) or John the Ripper for offline password cracking.

Summary: The Complete LSA Key
Chain

The following table recaps the full chain of keys, from the Boot Key to the final plaintext:

Step Input Operation Output



3a

3b

4a

4b

Registry class names (JD,
Skewl, GBG, Data)

Boot Key + PolEKList salt
(32 bytes)

LSA Key + per-secret salt
(32 bytes)

NN plaintext

password

LSA Key + NL$KM salt (32
bytes)

NL$KM key + per-entry IV

Hex decode + fixed
permutation

SHA-256(key | salt x
1000) » AES-256-ECB

SHA-256(key | salt x
1000) » AES-256-ECB

MD4

SHA-256(key | salt x
1000) -» AES-256-ECB

AES-128-CBC

Boot Key (16 bytes)

LSA Key (32 bytes)

Plaintext secret

Machine NT hash

NL$KM key (16 bytes)

DCC2 hash + username

(16 bytes)

A few design observations:

® The same KDF pattern (HilSSJ&

R - IEMPHEEE] ) is used at three
different levels: PolEKList, individual secrets, and NL$KM. The only variable is the input
key and the salt.

ECB mode is used for all AES-256 operations. The salt-based KDF makes each
derived key unique, which mitigates the well-known weaknesses of ECB mode (identical
plaintext blocks producing identical ciphertext blocks).

CBC mode is reserved for the DCC2 entries, where each entry has its own IV stored

in the [NNERHD] header.

* The entire chain is deterministic. Given the and hive files, the

extraction can be performed offline without any interaction with the running operating
system. No authentication, no network access, no process injection, just registry reads
and standard cryptographic primitives. So, if you want to extract these secrets discreetly,
you should be concerned with extracting the hives, not with deciphering them.

References

® Mimikatz Isadump module:

https://github.com/gentilkiwi/mimikatz/blob/master/mimikatz/modules/kuhl_m_Isadump.c
&
https://github.com/gentilkiwi/mimikatz/blob/master/mimikatz/modules/kuhl_m_Isadump.h

® Secretsdump.py core code:

https://github.com/fortra/impacket/blob/master/impacket/examples/secretsdump.py

Revision #1
Created 21 October 2026 07:38:32 by BlackWasp
Updated 21 October 2026 07:39:44 by BlackWasp



